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Xeon Phi” Coprocessor *

GPU: NVIDIA Tesla K20c GPU: Gigabyte Radeon HD 7970  MIC: Intel Xeon Phi 3120A
Kepler GK110, 28 nm Graphics Core Next, 28 nm Knights Corner (KNC), 22 nm
13 mn X 192 aapa @ 0.71 GHz 32 Mn X 64 anpa @ 1 GHz 57 apep @ 1.1 GHz
5 GB GDDR5 @ 2.6 GHz 3GB GDDR5 @ 1.5 GHz 6GB GDDR5 @ 1.1 GHz
225W 250W 300W
ECC: ectb ECC: Het ECC: ectb
74736 RUR 13000 RUR 60602 RUR

[0 4 NOTOKOB Ha A4po

512-6WTHblE BEKTOPHbIE
MHCTPYKUMK (AVX-512)
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BLAS DGEMM
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0
2 x Xeon E5-2670 Xeon Phi 5110P Radeon HD7970 Tesla K20X
(BblWwe — nyylue)
xeneso #apep | metop KoMnunaTop
Xeon E5-2670 x2 | 8 x2 MKL icpc -g -03 -xHost
Xeon 5110P 60 MKL, native | icpc -g-03 -mmic
Radeon HD7970 2,048 | clAmdBlas g++-g -03
Kepler K20X 2,496 | CUBLAS g++-g -03
icpc/mkl: 2013.2.146, cublas: 5.5
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BLAS DGEMM

CPU BLAS

GPU-enabled BLAS

#include <mkl.h>

double alpha = 1.0, beta = 0.0;
cblas_dgemm(CblasColMajor, CblasNoTrans, CblasNoTrans,
n, n, n, alpha, A, n, B, n, beta, C, n);

#include <cuda_runtime.h>
#include <cublas_v2.h>

double *A_dev = NULL, *B_dev = NULL, *C_dev = NULL;
cudaMalloc(&A_dev, n * n * sizeof(double));
cudaMalloc(&B_dev, n * n * sizeof(double));
cudaMalloc(&C_dev, n * n * sizeof(double));

cublasHandle_t handle;
cublasCreate(&handle);

cublasSetMatrix(n, n, sizeof(double), A, n, A_dev, n);
cublasSetMatrix(n, n, sizeof(double), B, n, B_dev, n);
cublasSetMatrix(n, n, sizeof(double), C, n, C_dev, n);

double alpha = 1.0, beta = 0.0;
cublasDgemm(handle, CUBLAS_OP_N, CUBLAS_OP_N,

n, n, n, &alpha, A_dev, n, B_dev, n, &beta, C_dev, n);

cudaDeviceSynchronize();
cublasGetMatrix(n, n, sizeof(double), C_dev, n, C, n);

cudaFree(A_dev);
cudaFree(B_dev);
cudaFree(C_dev);
cublasDestroy(handle);
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BLAS DGEMM

CPU BLAS GPU-enabled BLAS

#include <mkl.h>

B CUDA 6.0 no6aBneHa 6ubnuoteka NVBLAS:

m ABTOMaTM4ecku nepeHanpaensieT Bbi3oBbl BLAS
3ero ypoBHs B CUBLAS (LD_PRELOAD=Llibnvblas.so)

B MOXeT pacnpenenstb BbIYUCAEHUS MeXAY
Heckonbkumu GPU u CPU (cuBLAS-XT)

B MOXeT NpUMEHATLCA B JH0BbIX MPUIOKEHUSAX,
ucnonb3ytowmx BLAS3 (Octave, Scilab, ...)

double alpha = 1.0, beta = 0.0; double alpha = 1.0, beta = 0.0;
cblas_dgemm(CblasColMajor, CblasNoTrans, CblasNoTrans, dgemm_(’'n’, 'n’,
n, n, n, alpha, A, n, B, n, beta, C, n); &n, &n, &n, &alpha, A, &n, B, &n, &beta, C, &n);
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CoptnpoBka 128 mMnH nap Kn4-3HavyeHume
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S s
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£
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N
2 x Xeon E5-2670 Xeon Phi 5110P Radeon HD7970 Tesla K20X
(BblWwe — nyylue)
xeneso #anep | Meton KOMMUASTOp
Xeon E5-2670 x2 | 8 X2 | TBB, mergesort icpc -ipo -03 -no-prec-div -xHost
Xeon 5110P 60 TBB, mergesort, native | icpc -ipo -03 -no-prec-div -mmic
Radeon HD79790 | 2,048 | Bolt, GPU sort g++ -g -03 -std=c++0x
Kepler K20X 2,496 | Thrust, GPU radix sort | nvcc -arch=sm_35 -03

icpc: 2013.2.146, tbb: 4.1, bolt: 1.1, thrust: 5.5
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CoptnpoBka 128 mMnH nap Kn4-3HavyeHume

#include <thrust/device_vector.h>
#include <thrust/generate.h>
#include <thrust/sort.h>
#include <thrust/copy.h>

// Generate the random keys and values on the host.
host_vector<float> h_keys(n);
host_vector<float> h_vals(n);
for (int i = 0; i < n; i++)
{
h_keys[i] = drand48();
h_vals[i] = drand48();
}

// Transfer data to the device.
device_vector<float> d_keys = h_keys;
device_vector<float> d_vals = h_vals;

// Sort!
sort_by_key(d_keys.begin(), d_keys.end(), d_vals.begin());
cudaDeviceSynchronize() ;

// Transfer data back to host.
copy (d_keys.begin(), d_keys.end(), h_keys.begin());
copy(d_vals.begin(), d_vals.end(), h_vals.begin());
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http://nvlabs.github.io/cub/structcub_1_1_device_radix_sort.html#ad42b50b38c4296c371572efdedd49fed

CoptnpoBka 128 mMnH nap Kn4-3HavyeHume

#include <thrust/device_vector.h>
#include <thrust/generate.h>
#include <thrust/sort.h>
#include <thrust/copy.h>

// Generate the random keys and values on the host. C MOMOLLbO 6M6HMOTEKVI CUB MOXHO CAenaTb radix—
host_vector<float> h_keys(n);
host_vector<float> h_vals(n); COpTMPOBKY elwé B 2.5 pasa Gbictpee!

for (int i = 0; i < n; i++)
{
h_keys[i] = drand48() ;
h_vals[i] = drand48();
}

// Transfer data to the device.
device_vector<float> d_keys = h_keys;
device_vector<float> d_vals = h_vals;

// Sort!
sort_by_key(d_keys.begin(), d_keys.end(), d_vals.begin());
cudaDeviceSynchronize() ;

// Transfer data back to host.
copy (d_keys.begin(), d_keys.end(), h_keys.begin());
copy(d_vals.begin(), d_vals.end(), h_vals.begin());
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YucneHHasa cxema gnsg BONHOBOIO YPpaBHEHUA

8000

7218.8
7000 6679.8
B 6000
Q
§ 5000
‘g_ 4000
@
.§ 3000
; 2000 1199.7
1000 487.1
O
2 x Xeon E5-2670 Xeon Phi 5110P Radeon HD7970 Tesla K20X
(BblWwe — nyylue)
xeneso #anep | Metop KOMMUASTOp
Xeon E5-2670 x2 | 8 x2 C, OpenMP icc -03 -xHost -openmp -opt-subscript-in-range -align
Xeon 5110P 60 C, OpenMP, offload | icc -O3 -xHost -openmp -opt-subscript-in-range -align
Radeon HD7970 2,048 | OpenACC pgcc -acc -03 -ta=radeon,tahiti
Kepler K20X 2,496 | OpenACC pgcc -acc -03 -ta=nvidia:keep,cc35,cuda5.5

icpc: 2013.2.146, pgi: 14.1 - nvidia, 14.6 - radeon
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YucneHHasa cxema gnsg BONHOBOIO YPpaBHEHUA

void wavel3pt(const int nx, const int ny, const int ns,
const real m@, const real ml, const real m2,
const real” const __restrict__ w@, const real* const __restrict__ wl,
real” const __restrict__ w2)

size_t szarray = (size_t)nx ny ns;
#pragma acc kernels loop independent gang(ns), present(w@[0:szarray], wl[0:szarray], w2[0:szarray])
for (int k = 2; k < ns — 2; k++)

{
#pragma acc loop independent
for (int j = 2; j < ny— 2; j++)
{
#pragma acc loop independent vector(512)
for (int 1 = 2; i < nx — 2; i++)
{
_A(w2, k, 3, 1) = m@ * _A(wl, k, j, i) — _A(w0, k, j, i) +
ml " (
_A(wl, k, j, i+1) + _A(wl, k, j, i—1) +
_A(wl, k, j+1, i) + _A(wl, k, j—1, 1) +
_A(wl, k+1, j, i) + _A(wl, k—1, 3, 1)) +
m2 " (
_A(wl, k, j, i+2) + _A(wl, k, j, i—2) +
_A(wl, k, j+2, i) + _A(wl, k, j—2, 1) +
_A(wl, k+2, j, i) + _A(wl, k=2, 3, i));
} /7 i-loop
} // j-loop
} // k-loop
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YucneHHasa cxema gnsg BONHOBOIO YPpaBHEHUA

void wavel3pt(const int nx, const int ny, const int ns,
const real m@, const real ml, const real m2,
const real” const __restrict__ w@, const real* const __restrict__ wl,
real” const __restrict__ w2)

size_t szarray = (size_t)nx ny ns;
#pragma acc kernels loop independent gang(ns), present(w@[0:szarray], wl[0:szarray], w2[0:szarray])
for (int k = 2; k < ns — 2; k++)

{
#pragma acc loop independent
for (int j = 2; j < ny— 2; j++)
{
#pragma acc loop independent vector(512)
for (int 1 = 2; i < nx — 2; i++)
{
A2, k, §, i) = me * _A(wl, k, j, i) — _A(we, k, j, i) +
ml * (
AL, K, §, i+1) ¢ AL, T, §, ieD) + OpenACC no3BonseT BbIrpy3uTb BblumcieHus Ha GPU c
CA(WL, Kk, 1, i)+ _A(wL, k, J—104) o+ BbICOKON 3DHEKTUBHOCTbIO:
_A(wl, k+1, j, i) + _A(wl, k—1, j, 1)) +
mz * m PGl OpenACC 14.1 yacto reHepupyet 6onee 6biCTpble
CA(WL, k, j, i+2) + _A(wl, k, j, i—2) +
TAWL, k, j+2, i) + _Awl, k, j—2 1) + SApa, YeM HanucaHHble Bpy4YHyro Ha CUDA
_A(wl, k+2, j, i) + _A(wl, k=2, 3, i));
} // i-loop
} // j-loop
} // k-loop
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Tpu cnocoba aHanm3a 3hheKTUBHOCTM NPUNOXKEHUIM HA YCKOPUTENSAX

m [leTanbHbIM aHanu3 Lenesoro NpUIoXeHns
- Wcnonb3oBanue HopMmupoBaHHbix MeTpuk: FLOPS, FLOP/byte (roofline)
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Compute-bound VS memory-bound

m Compute-bound - npunoxeHue LaéT BbICOKYI HArpy3Ky Ha BblYMCAWUTENbHbIE BAOKM NpoLieccopa, HO
namsaTb UCMONb3yeT MeHee 3G PEeKTUBHO

m Memory-bound - npunoxeHue nHTeHcMBHO paboTtaet ¢ rnobanbHoi namsaTeio (DRAM, He keww),
BbluMCAUTENbHbIE BNOKM NPOCTamMBAlOT, T.K. He obecneyeHbl AaHHbIMU

4096 T

FMA, SFU
S

2048 |- MA, 7o SFU

o

Memory bound

< 1

Compute bound

| %

No FMA, no SFU

1024 -1 -

512

256

128

64

Attaindable GFlops/s (SP)

i\

32

\ \ \ 16
SAXPY FFT  SGEMM 8

o
N
o

1 4 16 64 256
Arithmetic intensity (flops/byte)

m Ecam knacc nporpamMmel He npegonpeaeneH Teopuen, To compute-bound MoxeT nepexoouTtb B
memory-bound 1 06paTHo B pe3ynbTaTte ONTUMM3ALLUIN )
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Tpu cnocoba aHanm3a 3hheKTUBHOCTM NPUNOXKEHUIM HA YCKOPUTENSAX

m [leTanbHbIM aHanu3 Lenesoro NpUIoXeHns

- AHanu3 poCTUXMMbIX XapaKTepPUCTUK YCKOpUTENA
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AHanu3 nponyckHoM cnocobHoCcTU rnobanbHOM NamMsTH
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AHanu3 nponyckHoM cnocobHoCcTU rnobanbHOM NamMsTH

m [lpon3BoauTeNb MOXKET NUCaTb KaKoM-yrogHo memory bandwidth B xapakTtepuctukax — npakTu4ecku
MONE3HO ML TO 3HAYEHWUE, KOTOPOE AOCTUrAeTCS NPOrPaMMHO Ha NPOCTbIX TeCTax:
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- Ecnvm memory-bound npunoxeHue co3aéT BbICOKYH HArpy3Ky Ha NamsTb, TO 3TO ELLE He 3HAUYUT, 4TO
NponyckHas cnocobHOCTb UCNoNb3yeTcs IGDEKTUBHO (HTO MOXET 3TOMY MeLaTb, Hanpumep?)
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NponyckHas cnocobHOCTb UCNoNb3yeTcs IGDEKTUBHO (HTO MOXET 3TOMY MeLaTb, Hanpumep?)

Mnoxoi KoanecuHr (NOToKy HY>KHO 8 6aiT — oH uuTaeT 128 u «BbibpacbiBaeT» 120, T.K. OHU HE HYXXHbl COCEAHUM
noTokKam)
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HanbOoNbLIMIA CMBICTT UMEIOT ONTUMM3ALLMU, HANPABNEHHbIE HA YMEHbLLIEHME YMcna 0bpalleHnii K namaTm
(xakune, Hanpumep?)
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KewwuposaHue (B perncrpax, B pasgensemoit namatu GPU/GPU)
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KewwuposaHue (B perncrpax, B pasgensemoit namatu GPU/GPU)
Bbluncnenus «Ha nety»
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- Ecnv memory-bound npunoxeHue He MCnonb3yeT BCew NPONYCKHOM CMOCOOHOCTH, TO BOSMOXHO OHO

HeonTUManbHO (MpMMepbl MPUYNH?)
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HepnocratouHo napannenusma (Mano 6nokos (GPU/GPU/) unu notokos (GPU/GPU/MIC)
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AHanu3 nponyckHoM cnocobHoCTU rnobanbHOM N
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Pa3mep konupyemoro maccusa, B Gaiitax

& Xeon Phi 3120A < Xeon Phi 5110P ¥ HD7970: Read -4 HD7970: Write % Tesla K20c

(BbIWwe — nyylue)

xeneso #anep | MeTopq

Xeon 5110P 60 STREAM benchmark

Xeon 3120A 57 STREAM benchmark
Radeon HD7970 | 2,048 | APPSDK

Kepler K20X 2,496 | CUDA SDK / bandwidthTest
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https://software.intel.com/en-us/articles/optimizing-memory-bandwidth-on-stream-triad
https://software.intel.com/en-us/articles/optimizing-memory-bandwidth-on-stream-triad

AHanM3 NponyckKHOM CNOCOBHOCTU NAMATU: pas3nnumnsa Mexay nokonenmamu MIC
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Pa3mep konupyemoro maccusa, B Gaiitax

& Xeon Phi 3120A ¢+ Xeon Phi 5110P

(BblWwe — nyylue)

Bcero Ha MIC 8 koHTponnepoB NamsTH, Kaxablv € 2 32-6UTHbIMU KaHanamm

Ha kapte 3120 4 kaHana 3abnokmpoBaHo, paboTtaeT Tonbko 12
m 3120: 32 6uta X 12 kaHanoB X 2,5 X 2 cTtopoHbl nepepaun = 240 6/cek
m 5110: 32 6uta X 16 kaHanoB X 2,5 X 2 cTtopoHbl nepenayn = 320 6/cek

Dmitry Mikushin et al. (APC LLC & Iniversity of Lugano) GPU/APU/MIC optimization July 2, 2014 16 /46



MpunoxeHune N21

HenuHeiHoe ypaBHeHue
Inddysmm-peakumm
(ypaBHeHue Duiwepa):

&—D@Ha—)
52 Uae TR

m [lpsiMoyronbHasa pacyéTHas
obnactb

m [paHuyHble ynosus Oupuxne

GPU/APU/MIC optimization July 2, 2014
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MNpunoxeHune N21: Anroputm

1: procedure mini-stencil

2 Xoig < 0

3 bndy < 0; bnds <— 0
4 bndg <— 0; bndy < 0
5 Ax<+0

6 tolerance <— 107°

7: umepayuu no 8pemMeHuU:

8 fori = 1, ipedo
9

Xold £ Xnew
10: HenuHeliHbie umepayuu:
11: forj = 1, jpudo
12: diffusion(Xpew, Xoid> b);
13: if ||b]| < tolerance then break
14: is_converged <— cg(N, 6, b, CGpmax, tolerance)
15: if not is_converged then error
16: Xnew <— Xnew = 0X;
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fori = 1, ipedo
m [lpumeHeHune onepatopa anddysmm
Xotd < Xnew

10: HenuHeliHbie umepayuu:
11: forj = 1, j,uxdo
12: diffusion(Xpew, Xoid> b);
13: if ||b]| < tolerance then break
14: is_converged <— cg(N, 6, b, CGpmax, tolerance)
15: if not is_converged then error
16: Xnew < Xnew = OX;
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MNpunoxeHune N21: Anroputm

1: procedure mini-stencil

2 Xoig < 0

3 bndy < 0; bnds <— 0
4 bndg <— 0; bndy < 0
5 Ax<+0
6

7

8

9

tolerance < 10—6 m BHelwHune ntepauum i N0 BpEMEHHbLIM LLaram
: umepayuu no epemMeHu: m BHyTpeHHMWe utepaumm j No HENMHENHOCTH
fori = 1, ip.do
m [lpumeHeHune onepatopa anddysmm
Xold <~ Xnew

10: HenuHeliHbie umepayuu: m Pewenune CJIAY MeTOOOM CONPHKEHHbIX
11: forj = 1, jpudo rpafveHToB
12: diffusion(Xpew, Xoid> b);
13: if ||b]| < tolerance then break
14: is_converged <— cg(N, 6, b, CGpmax, tolerance)
15: if not is_converged then error
16: Xnew <— Xnew = 0X;

Dmitry Mikushin et al. (APC LLC & Iniversity of Lugano) GPU/APU/MIC optimization July 2, 2014 18 /46



MNpunoxeHune N21: Peanusaumsa

:NVIDIA Tesla K20c

slnpo anddysun Ha CUDA

Aapa GYHKUMIA NMHeRHON
anre6bpbl Ha CUDA
YMeHbLUeHNEe CUHXPOHM3aL M

(onpaHus 3aBeplueHus
CUDA-saep)

BekTtopuzauusa LD/ST
Cneumnanusaums anep

[nHaMuyeckunit napannenmsm:
BECb aNrOpUTM Kak 0HO
GPU-sapo

Dmitry Mikushin et al. (APC LLC & Iniversity of Lugano)

: Gigabyte Radeon HD 7970

SAnpo anddysumn Ha OpenCL

Ddot n Daxpy - u3 clAmdBlas,
octanbHoe - OpenCL

YMeHbLUEHWEe CUHXPOHM3aLIMIA
(oxxunpaHus 3aBepLueHuns
OpenMP-unknoB)

Cneumanusaums anep

GPU/APU/MIC optimization

MIC: Intel Xeon Phi 3120A

[unddysnsa n anH. anrebpa - Ha
OpenMP

BekTopu3auus BbIUMCIEHWMI
BPYYHYO C noMoubto AVX-512

PackpyTka umknos

YMeHbLUeHNEe CUHXPOHM3aLMIA
(oxnpaHus 3aBeplueHus
OpenMP-uuknoB)

Mcnonb3oBaHue 60blumnx
CTPaHUL, NamMaTH
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MNpunoxenune N21: Pe3ynbrathbl

DP GFLOPS
=
@

28.04

512 x 512

1024 x 1024

Pasmep pacuéTHoit o6nacti

4096 x 4096

B Xeon Phi 3110A = Xeon Phi 5110P M Radeon HD7970 M Tesla K20c

(BbIWwe - nyyLue)

pa3mep | Xeon Phi 3110A | Xeon Phi 5110P | Radeon HD7970 | Tesla K20c
5127 10.714055 10.588785 11.189923 | 13.302244
10242 14.861325 16.489451 17483508 | 18.846611
40962 13.306116 18.133706 28.035458 | 23.144442
Dmitry Mikushin et al. (APC LLC & Iniversity of Lugano) GPU/APU/MIC optimization July 2, 2014
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Tpu cnocoba aHanm3a 3hheKTUBHOCTM NPUNOXKEHUIM HA YCKOPUTENSAX

m [leTanbHbIM aHanu3 Lenesoro NpUIoXeHns

- lNpodunuposanue

Dmitry Mikushin et al. (APC LLC & Iniversity of Lugano) GPU/APU/MIC optimization July 2, 2014 PAWET)



MNpodunmuposanue: CPU/MIC

Intel VTune Amplifier

m [lo3Bonset 6bIcTpo oTNPOdUNMPOBaTHL lpmphpoeiision i s s
CPU-npunoxeHue Ans nnaHMpoBaHus

@rootks CPU Time: Total by Uiizatiorm CPU Time: Total by Utlizatior

nepeHoca Ha yckopuTenb prea B0 B Bocs : O | e mrce e B B Bt
main 705 . o5 X 1 [
_libe_start_main 200525 . o5,

m [lpenonpenenéHHble cueHapuy aHanvsa
yA06HbI B UCMOb30BAHWUM

m [lpodunupyert Takxe Xeon Phi (Tpebyetcs
yCTaHOBUTb Ha Xeon Phi Moaynb sapa)

selected 1 0uts): 00526

nam i e e ]

80,0025 os

m Metpuka CPI Rate n3 Advanced Hostspots 0 o i
noxoxa Ha FLOPS/byte

m [lokasbliBaeT MHOronoTo4HYyH 3dEeKTUBHOCTb vt saieid sl o
NpUNOXeHUs e o

m BecnnateH Ans HeKOMMEpUECKOro e [ T oo oo T g

MCMONb30BAHUA NPU YCTaHOBKe nog Linux
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MNpodunuposanue: cyétumkn MIC B VTune

/homefashevchenko/mic/vtune project/summer-school-mic - Intel VTune Amplifier Een @ M ™= 3 = «) 1915 {F

PojectNavigator B fio e 2 b B b @ oo EE

s /h hev... | ; : -
RN =112 dware Event Counts viewpoint (change) @ Intel VTune Amplifier XE 2013
¥ @ summer-schy

@ root nLog| | @ Analysis Target ||  Analysis Type| | M Summary| [ PMUEvents | [ caller/Callee | EERTT R TT NIy | EE Tasl

@ rooz

Grouping: | Source Function Stack I ee

Hardware Event Count: Total by Hardware Event Type ~ Hardware Event Count: Self by Hardware Event Type  Function
Source FunctionStack e 10 Source File
INSTRUCTIONS_EXECUTED  CPU_CLK_UNHALTED _INSTRUCTIONS_EXECU...+® CPU_CLK_UNHALTED  (Full
¥ Total 10,040,000,000 (NN 54,410,000,000 [ 0 0
> [libiomp5.50] 7,030,000,000 (NN 39,050,000,000 7,030,000,000 39,050,000,000 [libiomp.

> ulinalg::ss_cgSompSparallel_for@140 480,000,000 1,930,000,000( 480,000,000 1,930,000,000 linals
s_cgSompsSparallel_for@9o7 420,000,0000 1,800,000,000] 420,000,000 1,770,000,000 linaly
::s5_cgiompsparallel for@o7 380,000,000 1,810,000,000] 380,000,000 1,790,000,000 linall
::ss_cgSompSparallel_for@119 370,000,000] 1,420,000,000 | 370,000,000 1,420,000,000 linal )
® 3 [vmlinux] 350,000,0000 1,120,000,000| 350,000,000 1,120,000,000 [vmlinux]
> ulinalg::ss_cgSompSparallel_for@140 340,000,0000 1,390,000,000| 340,000,000 1,390,000,000 linals

*» ulinalg::ss_cgSompSparallel_for@s8 260,000,000 2,090,000,000] 240,000,000 1,310,000,000 linalg::ss ... li
¥ s operators:diffusionsompsparallel@sa 100,000,000| 1,320,000,000] 100,000,000 1,250,000,000 operato... operators...
» ymain 90,000,000| 1,250,000,000 | 90,000,000 1,250,000,000 main main.cpp
» ulinalg::ss_cgSompSparallel_for@149 30,000,000 190,000,000 | 30,000,000 i
::55_axpySompSparallel_for@97 30,000,000| 90,000,000| 30,000,000
s_cgSompSparallel_for@58 60,000,000| 260,000,000| 20,000,000
s_cg$ompsparallel for@129 20,000,000] 60,000,000 20,000,000
::ss_cgSompSparallel_for@108 20,000,000| 220,000,000| 20,000,000
::55_cgSompSparallel_for@149 20,000,000 140,000,000 | 20,000,000 l
» ylinalg::ss_cgSompSparallel_for@83 20,000,000] 60,000,000| 20,000,000 60,000,000 linalg::ss ... linalg.cpp
» u[Import thunk std::ios_base:: il 10,000,000] 0 10,000,000 0 [Import

» ulinalg::ss_cg 10,000,000 20,000,000/ 0 0 linalg::ss ... linalg.cpp
» i FUnc@0x40183 0 20,000,000/ 0 20,000,000 FUnc@o..
® ulinala:ss norm2SompSoarallel for@71 0 70.000.000! 0 70.000.000 linala::ss ... linala.coo
4 Selected 1 row(s): 10,040,000,000 54,410,000,000 0 0

- ———

Qo
main (TID: 44578)

Thread

£5 Running:
Hardware Event Count
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MNpodunuposanue: cyétumkn MIC B VTune

/home [ashevchenko/mic/vtune project/summer-school-mic - Intel VTune Amplifier
Project Navigator [ s B b8 d @ o

fi& /home/ashev... | g n "

@ N EHardware Event Counts viewpoint (change) @
summer-sche
& roo1 nLog| | @ Analysis Target || " Analysis Type| | M Summary| [ PMUEvents | [ caller/Callee | YT R TN
@ roo2
& roo3

Grouping: | Call Stack HREIEE:Y

Hardware Event Count: Total by Hardware Event Type  Hardware Event Count: Self by Hardware Event Type Function sta.
Function Stack * 0. 10 Source File dri.
INSTRUCTIONS_EXECUTED  CPU_CLK_UNHALTED _INSTRUCTIONS_EXECU...»* CPU_CLK_UNHALTED (Full) Add.
¥ Total 6,060,000,000 [N 30,530,000,000 [N 0 [
u [libiomp5.s0] 3,130,000,000 (NN 19,000,000,000 HI 3,130,000,000 19,000,000,000 libi ... [libiomp... 0
» ulinalg::ss_cgSompsSparallel_forl 570,000,000 1,730,000,000| 570,000,000 1,730,000,000 main li inalg.cpp 0x4..

530,000,000 1,820,000,000{ 530,000,000 1,820,000,000 main li
500,000,000 1,770,000,000| 500,000,000 1,770,000,000 main li

: L 490,000,000 1,500,000,000 | 490,000,000 1,500,000,000 main li
'\Almalg :ss_cgSompSparallel_for| 470,000,000 1,530,000,000| 470,000,000 1,530,000,000 main li
> operators:diffusionsompSpar] 230,000,000 2,480,000,000 230,000,000 2,480,000,000 main
» ulinalg::ss_cgSompSparallel_for| 40,000,000( 160,000,000 40,000,000 160,000,000 main li
» - [vmlinux] 20,000,000/ 300,000,000 20,000,000 300,000,000 vml..
nlmalq :ss_cgSompSparallel_forl 20,000,000/ 70,000,000 | 20,000,000 70,000,000 main li
3 20,000,000/ 70,000,000| 20,000,000 70,000,000 main i
::55_cgSompSparallel_for| 20,000,000/ 50,000,000/ 20,000,000 50,000,000 main i
s_cgsompsSparallel_forl 10,000,000] 110,000,000| 10,000,000 110,000,000 main li
s_norm2$ompsparalle| 10,000,000/ 60,000,000 10,000,000 60,000,000 main i

. linalg.cpp  Ox4..
inalg.cpp  Oxa..
_linalg.cpp  Ox4..
_linalg.cpp  Ox4..
operators... 0x4..
. linalg.cpp  0x4..

_linalg.cpp  Ox4..
inalg.cpp  0x4..
.linalg.cpp  0x4..
inalg.cpp 0x4..
_linalg.cpp  Oxa4..

0 10,000,000| 0 10,000,000 main main.cpp  0xd4..

0 20,000,000 0 10,000,000 main i . linalg.cpp  0xa4..

o 30,000,000/ 0 0 main 0x4..

s_cgSompSparallel_for| ] 20,000,000| 0 20,000,000 main i inalg.cpp 0x4..

» ulinalg::ss_cgSompSparallel_for| ] 30,000,000/ 0 30,000,000 main it . linalg.cpp  Ox4..

» ulinalg::ss_cg3ompsparallel_for [ 20,000,000 [} 20,000,000 main Li . linalg.cpp  0x4..

- selected 1row(s):| 570,000,000 1,730,000,000 570,000,000 1,730,000,000
—

o
main (TID: 50

7s 85 95 18s 195 20s 21s 225 23s 2d4s 255 26s 27s 285 29%

Thread

@8 rRunning
Hardware Event Count

read

lluk CPU_CLK_UNH/ +
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MNpodunmnposanue: NVIDIA

NVIDIA Visual Profiler
m [paduueckuii npodainep Ha ocHose Eclipse

m [lpodunupyeT Ha nokanbHoM GPU, HaumnHas ¢
CUDA 6.0 ymeeT npodunnpoBaTh Takxe Ha
yaanéHHoM GPU (4To o4eHb 1 o4veHb yaobHo!)

m [pynnupyeT pe3ynsTaTbl aHaM3a

m B nporpamMme MOXHO 3afaTh CBOM
Co6CTBEHHbIE PETVMOHDBI AJs NPOhUIUPOBaHNUS

HepocTtatku:

m OcHoBaH Ha Eclipse = HaunHaeT TOpMO3UTL
npv nepBoi yaobHoW BO3MOXHOCTH

® B xoze npodunupoBaHus npunoxexue
3anyckaetcs 6o/bLioe YUACNO pa3

m [lpy aHanu3e 60MbLIMX NPUNOXEHUI BpEMS
FOTOBHOCTU pe3ynbTaToB — 00

Dmitry Mikushin et al. (APC LLC & Iniversity of Lugano)

© synchvonizations 21

= Procass main 1024 1024 10
Profing overhead
= Thrad 183675392

[utAnabsis &1, Detals| & Console|[isettngs
5 = % Export POF Report Results

1. CUDA Application Analysis

ohs
2. performance-Critca Kernels

1] propertes o

£ ‘gpuzmain(double*)

st [ om0
£ | asmesem
Completion i 28765 (281
Duration | o
Completionration

Grasize

Bocksize

Regters/hresd

Shred Memonyslock
* occtpancy

Actiered | eaw
Theoretical | o1es%

+ shred emoryconrtion |

e k20c”

iy i
of peak ypically indicateslatency ssues
3. Compute, Bandwidth,

areny. The resuls o

Utilization

GPU/APU/MIC optimization

S vemoryspeatons.

5 emory (Dece)
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MNpunoxeHune N21: Peanusaumsa

GPU: NVIDIA Tesla K20c GPU: Gigabyte Radeon HD 7970  MIC: Intel Xeon Phi 3120A

m BekTOopu3sauus BbluMCNEHMI
BPYYHYO C noMoubto AVX-512

m Bextopusauums LD/ST
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BekTopusaumsa

MIC:

m 512-6utHas BekTopusaums Ha MIC HeobxonMMa AN NONYYEHWUS BbICOKOW NPOU3BOAUTENBHOCTH, NOJ06HO
TOMY Kak Ha GPU Heobxoaum 32/128-6aiMTOBbIV KOAnecuHr

| KOMI'IW'IﬂTOp cnocobeH BEKTOPU30BaTb NPOCTbI€ LUMKIbl, 0OOHAKO Ha CNOXHbIX UMKNAX — YaCTo
KOHCeEpBATUBEH

m MoxeT noTpeboBaThCs BEKTOPM30BaTh BPYYHYH MO KpaiHei Mepe 4acTb KOAA NPUNOXKEHUS

m Ha cywectsyrowmx mogensax MIC BeKTOpHble UCTPYKLMM paboTatoT TONbKO C BbIPOBHEHHBIMU afpecamu
GPU/GPU:

m B GPU oyeHb Mano BekTopHOW apMdMeTUKK, HO eCTb BEKTOPHAS 3arpy3Ka/BbIrpy3ka AaHHbIX

m KomnunaTop ctapaeTcs cam BEKTOPM30BaTbh KOf, KOraa M3 OAHOM0 NOTOKa NPOMCXOAMT obpalleHme K
noapaa-uayLWmM MHAEKCaM MaccMBa

m [Ipu3HaKoOM ycnewHom BekTopusauuu aensetcs npucytcreune LD.128/ST.128 B pucaccembnepe
cuobjdump -sass
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BekTopusaumsa

CkansipHbIf KoA:

void ss_axpy(Field& y, const double alpha, Field const& x, const int N)
{
for (int i = 0; i < N; i++) y[i] += alpha * x[i];

}

BekTtopuzauusa gna MIC:

void ss_axpy(Field& y, const double alpha, Field const& x, const int N)
{
#pragma omp parallel for
for (int 1 = 0; 1 < N / 8; i++)
_mm512_store_pd((void *)(y.data() + 8%i), _mm512_add_pd( _mm512_load_pd((void *)(y.data()
alpha), _mm512_load_pd((void *)(x.data() + 8%i))) )):

+ 8%1)),

_mm512_mul_pd(_mm512_setl_pd(<«—

BekTopuzauusa gna GPU:

template<short V, typename T>

__global__ void kernel(double* __restrict__ y, const double alpha, const double® const __restrict__

{
int i = blockDim.x * blockIdx.x + threadIdx.x;
if (V * 1 >= N) return;
T yy, xx =T d(x, 1), T zz = T::ld(y, i);
for (int v = 0; v < V; v++)
yy.v[v] = alpha * xx.v[v] + zz.v[V];
T::stes(y, 1, yy);

X,

const int N)

Dmitry Mikushin et

(APC LLC & Iniversity of Lugano) GPU/APU/MIC optimization

July 2, 2014
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BekTopu3saumsa: pesynbtatbl Ha Xeon Phi

| BEKTODM3auMﬂ BIUFET Ha ﬂpOHyCKHyK)CHOCOGHOCTbHaMﬂTM,MCHOHb3yEMyD NPpUNOXEHNEM

BEpPCUS MpOMNycKHash CNOCOBHOCTb NaMATK
BEKTOpHas Tonbko anddysua | 20,86 GB/sec
BCE spa BEKTOPU30BaHbI 25.71 GB/sec

$ micnativeloadex ./main -e "KMP_AFFINITY=granularity=fine,balanced KMP_PLACE_THREADS=56c,4t” -a <>
7512 512 400 0.01”
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BekTopu3saumsa: pesynbtatel Ha GPU ang tecta wavel3pt

m BekTopun3oBaHHbIN Kog, bbicTpee Ha 15%
B 2-371eMeHTHas BEeKTopu3aums ynyyiaeT 3QOeKTMBHOCTb NAaMATU U YMeHbLUIAET L0/ apudMeTUKM
(MeHblIe MHaeKkcauun?)

100 100
90 90
80 80
c 70 c 70
o o
B 60 B 60
g g
= 50 = 50
5 40 5 40
) )
30 30
20 20
10 10
o o
Function Unit (Arithmetic) Memory (Device) Function Unit (Arithmetic) Memory (Device)
Figure: «HansHas» CUDA-peanu3auums Figure: BektopnsosanHas CUDA-peanusaums
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BekTopu3saumsa: pesynbtatel Ha GPU ang tecta wavel3pt

m BekTopun3oBaHHbIN Kog, bbicTpee Ha 15%
B 2-371eMeHTHas BEeKTopu3aums ynyyiaeT 3QOeKTMBHOCTb NAaMATU U YMeHbLUIAET L0/ apudMeTUKM

(MeHblIe MHaeKkcauun?)

100 100
90 90
80 80
c 70 c 70
o o
B 60 B 60
g g
= 50 = 50
5 40 5 40
) )
30 30
20 20
10 10
o o
Function Unit (Arithmetic) Memory (Device) Function Unit (Arithmetic) Memory (Device)
Figure: «HansHas» CUDA-peanu3auums Figure: BektopnsosanHas CUDA-peanusaums

m KctaTu, B 3TOM NpuMepe NpuioXeHne NpeBpatmnoch 13 compute-bound B memory-bound B pe3synstaTe

ontummsaumm! ©
July 2, 2014
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BekTopu3saumsa: pesynbtatel Ha GPU ang tecta wavel3pt

m [TponyckHas cnocobHOCTb NaMATK Bbille B BEKTOPU30BAHHOM BEPCUM
(oueHb 6nun3ka Kk cuMemcpyDtoD, koT. [aéT 84 6/cex Ha LAHHOM YCTPONCTBE).

Device Memory

Reads 24450052 6229 GB/s
Writes 4064256 10.35GB/s
Total 28514308 72.64GB/s !

Idle Low Medium High Max

Figure: «HansHas» CUDA-peanu3aums

Device Memory

Reads 24450052 71.02 GB/s
Writes 4064256 11.81 GB/s

1
Total 28514308 82.83 GB/s Idle Low Medium High Max

Figure: BektopusoanHas CUDA-peanuzaums

m Ha nuHeitHolt anrebpe B MNpunoxeHnn N21 BeKTOpM3aUMS HMYEro He AAET
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BbipaBHMBaHME namsTH

GPU/GPU:

Dmitry Mikushin et al. (APC LLC & Iniversity of Lugano)

for (int k = 2 + k_start; k < ns — 2; k += k_inc)
for (int j = 2 + j_start; j < ny— 2; j += j_inc)
for (int i = i_start; i < nx— 2; i += i_inc)
{
if (i < 2) continue;

}

GPU/APU/MIC optimization

CPU/MIC:

__m512d _mm512_load_pd (void const* mem_addr) ;
__m512d _mm512_loadu_pd (void const* mem_addr) ;

July 2, 2014
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BbipaBHMBaHME namsTH

GPU/GPU: CPU/MIC:

| ﬂ,OCTyI’I K CKaNIApHbIM AAHHbIM BO3MOXEH C
NPON3BOJIbHbIM BblpaBHMBAHNEM

__m512d _mm512_load_pd (void const* mem_addr) ;
__m512d _mm512_loadu_pd (void const* mem_addr);

for (int k = 2 + k_start; k < ns — 2; k += k_inc)
for (int j = 2 + j_start; j < ny— 2; j += j_inc)
for (int i = i_start; i < nx— 2; i += i_inc)
{

if (i < 2) continue;

}
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BbipaBHMBaHME namsTH

GPU/GPU: CPU/MIC:
m He noapepxuBaercs YTeHMe HEBbIPOBHEHHbIX m [locTyn K CKansipHbIM AaHHbIM BO3MOXEH C
ckanapHbix TMnos (“Warp Misaligned Address”) NPOW3BOJIbHbIM BbIPABHMBAHMEM

__m512d _mm512_load_pd (void const* mem_addr) ;
__m512d _mm512_loadu_pd (void const* mem_addr);

for (int k = 2 + k_start; k < ns — 2; k += k_inc)
for (int j = 2 + j_start; j < ny— 2; j += j_inc)
for (int i = i_start; i < nx— 2; i += i_inc)
{

if (i < 2) continue;

}
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BbipaBHMBaHME namsTH

GPU/GPU: CPU/MIC:
m He noapepxuBaercs YTeHMe HEBbIPOBHEHHbIX m [locTyn K CKansipHbIM AaHHbIM BO3MOXEH C
ckanapHbix TMnos (“Warp Misaligned Address”) NPOW3BOJIbHbIM BbIPABHMBAHMEM

B BbIpOBHEHHbIE M HEBbIPOBHEHHbIE BEKTOPHbIE
LD/ST nonnepu1BatTCs Npo3payvyHo

__m512d _mm512_load_pd (void const* mem_addr) ;
__m512d _mm512_loadu_pd (void const* mem_addr);

for (int k = 2 + k_start; k < ns — 2; k += k_inc)
for (int j = 2 + j_start; j < ny— 2; j += j_inc)
for (int i = i_start; i < nx— 2; i += i_inc)
{

if (i < 2) continue;

}
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BbipaBHMBaHME namsTH

GPU/GPU: CPU/MIC:

m He noanep>XXnBaeTca YTeHMe HEBbIPOBHEHHbIX | ﬂ,OCTyI’I K CKaNIApHbIM AAHHbIM BO3MOXEH C

ckanapHbix TMnos (“Warp Misaligned Address”)

B BbIpOBHEHHbIE M HEBBIPOBHEHHbIE BEKTOPHbIE [

LD/ST nonnepu1BatTCs Npo3payvyHo

for (int k = 2 + k_start; k < ns — 2; k += k_inc)
for (int j = 2 + j_start; j < ny— 2; j += j_inc)
for (int i = i_start; i < nx— 2; i += i_inc)
{

if (i < 2) continue;

}

NPON3BOJIbHbIM BblpaBHMBAHNEM

HeBblpoBHeHHbIe BekTOpHble LD/ST
BO3MOXHbl, HO TpebyeTcs MCMOMb30BaThb
oTaenbHylo (M Bonee fOpoOryt) KOMaHAy ANs
HeBbIPOBHEHHbIX aApecoB (MHave —
“Segmentation fault”):

__m512d _mm512_load_pd (void const* mem_addr) ;
__m512d _mm512_loadu_pd (void const* mem_addr);
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BbipaBHMBaHME namsTH

GPU/GPU: CPU/MIC:

m He noanep>XXnBaeTca YTeHMe HEBbIPOBHEHHbIX | ﬂ,OCTyI’I K CKaNIApHbIM AAHHbIM BO3MOXEH C

ckanapHbix TMnos (“Warp Misaligned Address”)

B BbIpOBHEHHbIE M HEBBIPOBHEHHbIE BEKTOPHbIE [

LD/ST nonnepu1BatTCs Npo3payvyHo

| |_|p0l/I3BO,EI,l/ITe}1bHOCTb Bbllle, eC/IN KaXaaqa
TpaH3aKUMa Bapna HAYNMHAETCA C adpeca,
BbIPOBHEHHOIO MO pa3Mepy TpaH3aKUUK:

for (int k = 2 + k_start; k < ns — 2; k += k_inc)

for (int i = i_start; i < nx— 2; i += i_inc)
{

if (i < 2) continue;

}

NPON3BOJIbHbIM BblpaBHMBAHNEM

HeBblpoBHeHHbIe BekTOpHble LD/ST
BO3MOXHbl, HO TpebyeTcs MCMOMb30BaThb
oTaenbHylo (M Bonee fOpoOryt) KOMaHAy ANs
HeBbIPOBHEHHbIX aApecoB (MHave —
“Segmentation fault”):

__m512d _mm512_load_pd (void const* mem_addr) ;
__m512d _mm512_loadu_pd (void const* mem_addr);

for (int j = 2 + j_start; j < ny— 2; j += j_inc) | |

~mm512_ loadu_pd He nonnepxuBaetcs
cywectyowmmu Xeon Phi (KNL)
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TpaH3aKUMa Bapna HAYNMHAETCA C adpeca,
BbIPOBHEHHOIO MO pa3Mepy TpaH3aKUUK:

m [lapgavHr maccuBoB Bpy4yHyto uan cudaArray*
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BbipaBHMBaHME namsTH

GPU/GPU: CPU/MIC:
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TekctypHag namarte: GPU (__restrict_ )

Kntouesoe c10Bo __restrict__ no3BonseT 6bICTPO OPraHWU30BaTh KEWMPOBAHUE BXOLHbIX MAaCCUBOB B TEKCTYPHOI
namaTm:

__global__ void kernel(const double* const __restrict__ up, double® __restrict__ sp)

bes __restrict__: C__restrict__:

Transactions | Bandwidth Utilization Transactions | Bandwidth Utilization

L1/shared Memory L1/Shared Memory

LocalLoads 1352959 | 84.821M8/s Local Loads 1226172 | 87.153Mefs

Localstores 1438647 | 69.719MB/s LocalStores 1352048 | 84938 MB/s

Shared Loads 234554352 | 32196 GBs shared Loads 234551823 | 3334Gefs

shared stores 212178170 | 29124685 Shared Stores 198616970 | 28.232GBJs

Global Loads 1833309331 | 103.724GB/s GlobalLoads 143521657 | 10062GB/s

Globalstores S24481262 | 30829GBfs lobal stores. 24481262 | 11926 GBfs

L1/shared Total 2sora7z1 | 19s0zrcefs || — — = = L1/shared Total to3soss2 | 10373368/ || I = —— — =
L2cache L2Cache

Reads 6053215952 | 103.86GB/s Reads So73645870 | 90.149G/s

Writes 1804739214 | 30.965GB/s Wites 1803794225 | 32.05GB/s

Total Tastossic | 13as2scefs | = = g = = Total caTrasonss | 122268 || = — — T =
Texture Cache Texture Cache

Reads 276456 | azasmefs | B — — T = Reads sssa230s6 | serrces || I —— — =
Device Memory Device Memory

Reads 5152888875 | 88.413GB/s Reads 5043610950 | 89.616G8/s

Writes 2088264331 | 35.83G8/s Wites 2058609667 | 36.578.GB/s

Total r2atis306 | 12424385 || — m— — = Total 7102220627 | 126.193Gfs | — —— T =
SystemMemory [ PCle configuration: Gen2 x16, 5 Gbit/s | System Memory [ PCle configuration: Gen2 x16, 5 Gbit/s ]

Reads 1568 | 26.903k8/s Reads 137 | 2a3ekeps

Writes 202 34sskefs wites 27 | aowkefs

[oat 770 | 30368kfs | ow Medium High Max [oeat 304 | odorhefs |2 ow ‘Medium High
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TekctypHag namarte: GPU (__restrict_ )

Kntouesoe c10Bo __restrict__ no3BonseT 6bICTPO OPraHWU30BaTh KEWMPOBAHUE BXOLHbIX MAaCCUBOB B TEKCTYPHOI

naMAaTu:

__global__ void kernel(const double* const __restrict__ up, double® __restrict__ sp)
Transactions | Banduidth Utiization Transactions | anduidth Uiilzation
L/shared Memory L3/shared Memory
Local Loads. 1352959 | 84.821MB/s. Local Loads. 1226172 | 87.153MB/s
Localstores 138647 | 69115 MB)s Locslstores 1352948 | 84938 MB/s
Shared Loads ssazse | 32196Ges Shared Loads 2viss1e23 | 33.34G8fs
Shared stores z1zr7e170 | 29.124G0)s Shared stores 1ogstos70 | 283328/
(CobalLoads TaT33TT 103728 e/ | [lobalLoads Ta3s21657 10062 GE/: |
Globalstores Saaam202 | 30629Gos Globalstores Soassizes | 315268
Li/shared Total 2sorsarzr | 19s0zrcefs | = — — = = L /shared Total Tososse | 103733605 | — — = =
Cocahe Cacahe
Reads sos3215952 | 103.86Go/s Reads sorsesssro | 90.149G8/s
writes T804735214 | 30965 G5 writes teowrsazas | 32.05Ga/s
Torat Tastessics | 13as2ceys | = = e = Total aerrasonss | 1222G8)s || — — = N
Texture Cache Texture Cache
Reads siss | aasmeys | — — = = eads sssaso | saoricols | — — =
Device memory Device Memory
Reads Stsz868075 | 88.413GB/s Reads s042610960 | 89.616Go/s
writes 2osmaeen | 358308/ writes 2050605667 | 36.578Go/s
Toral renisz0s | eszce)s | M — — — = Totat Toz062r | 126153ce/s || — — = N
System Memory [ PCle configuration: Gen2 x16, 5 Gbit/s ] System Memory [ PCle configuration: Gen2 x16, 5 Gbit/s ]
Reads 1568 | 26903 ke/s Reads 7 | 2amakess
writes 202 | aasskefs wiites 27 | aoskefs
[rotat 1770 | 30368K0/s | i [ Medium Hgh Max ot 304 | oaoTkefs | i e Mediom W Mo

BuaHo, 4to TekcTypHas namatb 6epéT Ha cebs YacTb KeLuMpoBaHUS.
OpHako, Ha Npou3BOAUTENBHOCTb NpMNoXeHns N21 3T0 NpakTUYeckn He BAMSET.

Dmitry Mikushin et al. (APC LLC & Iniversity of Lugano)
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MNpunoxeHune N21: Peanusaumsa

GPU: NVIDIA Tesla K20c

B YMeHblUeHMe CUHXPOHM3ALIMIA
(oxnpaHus 3aBeplueHns
CUDA-szep)

Dmitry Mikushin et al. (APC LLC & Iniversity of Lugano)

GPU: Gigabyte Radeon HD 7970  MIC: Intel Xeon Phi 3120A

B YMeHblUeHWe CUHXPOHM3ALMIA
(oxxunpaHus 3aBepLueHns

OpenMP-umknos) B YMeHbLUeHMe CUHXPOHM3aLMIA

(oxnpaHus 3aBeplueHuns
OpenMP-uuknoB)
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YMeHbleHune 3pdekTa CMHXpoHu3aumin: GPU

m GPU:BbisoB cudaDeviceSynchronize popor, Kak Ha X0CTe, Tak M MpU AMHAMUYECKOM Napannenmsme

m GPU: Bbizos clFlush gopor

void gpu:iss_lco... void gpu:diffusi... void gpu::ss_scal... void gpu::ss... void gpu:ss_ax... void gpu:ss_axp...

OntuMmnsaums: CVIHXpOHVIBaLI,Mﬂ Mexay aapamMu € 3aBUCUMbIMU JAHHbIMU MPOUCXOAUT HEABHO —> BO
MHOIMX cnyyvyasax MOXHO y6paTb CUHXPOHU3aUUNIO, TEM CaMbIM YMEHbLINB NPOCTOU:

void gpu::ss_lcomb k... | void gpu::diffusion_in... void gpu::ss_scaled_di... jvoid gpu:sss dot ... void gpu:iss_axpy Ke... | void gpu:ss_axpy ker...

(Bpems anep npu 3TOM He MeHsieTcs, HanpuMmep, ss_axpy: 179.653 us — 178.021 us.)
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YMeHbleHune 3pdekTa CMHXpoHU3aumin: MIC

0 1 2 3 4 5
$ micnativeloadex ./main -a 512 512 400 0.01” $ micnativeloadex ./main -e "KMP_AFFINITY=granularity=fine,balanced <—
j KMP_PLACE_THREADS=56c,4t” -a "512 512 400 0.01”
simulation took 31.7525 seconds simulation took 25.6407 seconds
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YMeHbleHune 3pdekTa CMHXpoHU3aumin: MIC

B MIC: Runtime-6ubnnoteka OpenMP CMHXPOHM3UPYET NOTOKM, U MOXET AeNaTh 3TO AONr0, €C/IM HArpy3KM pazbannaHCcMpoBaHbl:

0 1 2 3 4 5
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YMeHbleHune 3pdekTa CMHXpoHU3aumin: MIC

B MIC: Runtime-6ubnnoteka OpenMP CMHXPOHM3UPYET NOTOKM, U MOXET AeNaTh 3TO AONr0, €C/IM HArpy3KM pazbannaHCcMpoBaHbl:
- OtcyTcTBME HacTpoiku affinity => notok MoxeT cBoboaHO MUrpupoBaTh Mexay sapamu. Ha CPU 310 Mano3aMeTHo, T.k.
nomoraet kew L3. Ha MIC L3-kewa HeT = 3¢heKTUBHOCTb NOTOKA MOXET CHU3UTBLCS, €C/IM OH MUTPUPYET Aaneko oT
cBoero kewa. Hactporika KMP_AFFINITY=granularity=fine,balanced npuBs3biBaeT N0rMyeckunii NOToK K
(U3MYeCKMM NOTOKaM B sApax:

0 1 2 3 4 5
$ micnativeloadex ./main -a 512 512 400 0.01” $ micnativeloadex ./main -e "KMP_AFFINITY=granularity=fine,balanced <—
j KMP_PLACE_THREADS=56c,4t” -a "512 512 400 0.01”
simulation took 31.7525 seconds simulation took 25.6407 seconds
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YMeHbleHune 3pdekTa CMHXpoHU3aumin: MIC

B MIC: Runtime-6ubnnoteka OpenMP CMHXPOHM3UPYET NOTOKM, U MOXET AeNaTh 3TO AONr0, €C/IM HArpy3KM pazbannaHCcMpoBaHbl:
- OtcyTcTBME HacTpoiku affinity => notok MoxeT cBoboaHO MUrpupoBaTh Mexay sapamu. Ha CPU 310 Mano3aMeTHo, T.k.
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cBoero kewa. Hactporika KMP_AFFINITY=granularity=fine,balanced npuBs3biBaeT N0rMyeckunii NOToK K
(U3MYeCKMM NOTOKaM B sApax:

[ hmo |[wmt | [ w2 ][ W3] [wmo ][ wm |[ w2 || wm3 ] [ w0 | [ wm [ wr2 |[ m3 ]

0 1 2 3 4 5

- Ha Xeon Phi pabotaet OC Linux. MIMeeT cMbICn BblAennUTb NOA HEE OTAeNbHOE SAPO C NOMOLLbIO
KMP_PLACE_THREADS=56c, 4t

$ micnativeloadex ./main -a 512 512 400 0.01” $ micnativeloadex ./main -e "KMP_AFFINITY=granularity=fine,balanced <—
j KMP_PLACE_THREADS=56c,4t” -a "512 512 400 0.01”
simulation took 31.7525 seconds simulation took 25.6407 seconds
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MNpunoxeHune N21: Peanusaumsa

GPU: NVIDIA Tesla K20c GPU: Gigabyte Radeon HD 7970  MIC: Intel Xeon Phi 3120A

m Cneumanusaums saep

m Cneumanusauus sgep
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Cneumnanmsauma spep: GPU

__global__ void kernel(uchar4* pixl_r, uchar4® pix1_g, uchar4® pix1_b, uchar4® pix2_r, uchar4® pix2_g, uchar4” pix2_b,
uchar4* pix3_r, uchar4® pix3_g, uchar4® pix3_b, int width, int height)

{
int x = threadIdx.x + blockIdx.x * blockDim.x, y = threadIdx.y + blockIdx.y * blockDim.y;

if ((x >= width) || (y == 1) || (y == height — 1)) return;
uchar4& r3 = pix3_r[x + y " width]; uchar4& g3 = pix3_g[x + y * width]; uchar4& b3 = pix3_b[x + y * width];

if (y %2 == 0) {
uchar4 rl = pixl_r[x + (y / 2) * width], g1 = pix1_g[x + (y / 2) * width], bl = pix1_b[x + (y / 2) * width];

r3.x = rl.x; r3.y = rl.y; r3.z = rl.z; r3.w = rl.w; g3.x = gl.x; g3.y = gl.y; g3.z = gl.z; g3.w = gl.w;
b3.x = bl.x; b3.y = bl.y; b3.z = bl.z; b3.w = bl.w;
} else {
uchar4 r1 = pixl_r[x + (y / 2— 1) * width], gl = pixl_g[x + (v / 2— 1) * width], bl = pixl_b[x + (y / 2— 1) * width];

uchar4 rlb = pixl_r[x + (y / 2 + 1) * width], glb = pixl1_g[x + (y / 2 + 1) * width], blb = pix1_b[x + (y / 2 + 1) * width];

rl.x = (rl.x + rlb.x) / 2; rl.y = (rl.y + rlb.y) / 2; rl.z = (rl.z + rlb.z) / 2; rl.w = (rl.w + rlb.w) / 2;
gl.x = (gl.x + glb.x) / 2; gl.y = (gl.y + glb.y) / 2; gl.z = (gl.z + glb.z) / 2; gl.w = (gl.w + glb.w) / 2;
bl.x = (bl.x + blb.x) / 2; bl.y = (bl.y + blb.y) / 2; bl.z = (bl.z + blb.z) / 2; bl.w = (bl.w + blb.w) / 2;

uchar4 r2 = pix2_r[x + (y / 2) * width], g2 = pix2_g[x + (y / 2) * width], b2 = pix2_b[x + (y / 2) * width];

r3.x = (rl.x + r2.x) / 2; r3.y = (rl.y + r2.y) / 2; r3.z = (rl.z + r2.z) / 2; r3.w = (rl.w + r2.w) / 2;
g3.x = (gl.x + g2.x) / 2; g3.y = (gl.y + g2.y) / 2; g3.z = (gl.z + g2.z) / 2; g3.w = (gl.w + g2.w) / 2;
b3.x = (bl.x + b2.x) / 2; b3.y = (bl.y + b2.y) / 2; b3.z = (bl.z + b2.2) / 2; b3.w = (bl.w + b2.w) / 2;
}
}
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Cneumnanmsauma spep: GPU

MpuéM cneumanmsaLmmn COCTOUT B pasfeneHun sapa C YCI0BUEM Ha MHAEKC Ha [Ba M 3amnycke X Apyr 33 Apyrom:

__global__ void kernell(
uchar4” pix1l_r, uchar4® pix1_g, uchar4” pixl1_b,
uchar4”® pix2_r, uchar4® pix2_g, uchar4" pix2_b,

uchar4® pix3_r, uchar4" pix3_g, uchar4® pix3_b, int width, int height)
{

int x = threadIdx.x + blockIdx.x “ blockDim.x;
int y = (threadIdx.y + blockIdx.y “ blockDim.y) * 2;

if (x >= width) return;

pix3_r[x + y * width] = pixl_r[x + (y / 2) * width];
pix3_g[x + y * width] pixl_g[x + (y / 2) * width];
pix3_b[x + y * width] = pix1_b[x + (v / 2) " width];
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Cneumnanmsauma spep: GPU

MpuéM cneumanmsaLmmn COCTOMT B pasfeneHun sapa C YCI0BUEM Ha MHAEKC Ha [Ba W 3amnycke X Apyr 33 Apyrom:

__global__ void kernel2(uchar4® pixl_r, uchar4” pixl_g, uchar4® pix1l_b, uchar4” pix2_r, uchar4® pix2_g, uchar4® pix2_b,
uchar4® pix3_r, uchar4® pix3_g, uchar4” pix3_b, int width, int height)

{
int x = threadIdx.x + blockIdx.x * blockDim.x, y = (threadIdx.y + blockIdx.y * blockDim.y) * 2 + 3;

if (x >= width) return;

uchar4 r1 = pixl_r[x + (y / 2— 1) * width], g1 = pixl_g[x *+ (y / 2— 1) * width], bl = pixl b[x + (y / 2— 1) * width];
uchar4 rib = pixl_r[x + (y / 2 + 1) * width], glb = pixl_g[x *+ (y / 2 + 1) * width], blb = pixl b[x + (y / 2 + 1) * width];

rl.x = (rl.x + rlb.x) / 2; rl.y = (rl.y + rlb.y) / 2; rl.z = (rl.z + rlb.z) / 2; rl.w = (rl.w + rlb.w) / 2;
gl.x = (gl.x + glb.x) / 2; gl.y = (gl.y + glb.y) / 2; gl.z = (gl.z + glb.z) / 2; gl.w = (gl.w + glb.w) / 2;
bl.x = (bl.x + blb.x) / 2; bl.y = (bl.y + blb.y) / 2; bl.z = (bl.z + blb.z) / 2; bl.w = (bl.w + blb.w) / 2;

uchar4 r2 = pix2_r[x + (y / 2) * width], g2 = pix2_g[x + (y / 2) * width], b2 = pix2_b[x + (y / 2) * width];
uchar4& r3 = pix3_r[x + y " width], g3 = pix3_g[x + y * width], b3 = pix3_b[x + y * width];
r3.x = (rl.x + r2.x) / 2; r3.y = (rl.y + r2.y ;r3.z = (rl.z + r2.z) / 2; T

) /2
93.x = (gl.x + g2.x) / 2; g3.y = (gl.y + g2.y) / 2; g3.z = (gl.z2 + 92.2) / 2; g
b3.x = (bl.x + b2.x) / 2; b3.y = (bl.y + b2.y) / 2; b3.z = (bl.z + b2.2) / 2; b

3.w = (rl.w + r2.w) / 2;
3.w = (gl.w+ g2.w) / 2;
3.w = (bl.w + b2.w) / 2;

PesynbraT: Bpems pabotbl BMecTo 0.826112 cek ctano 0.728256 cexk.
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MNpunoxeHune N21: Peanusaumsa

GPU: NVIDIA Tesla K20c GPU: Gigabyte Radeon HD 7970  MIC: Intel Xeon Phi 3120A

m Mcnonb3oBaHue 6onblIMX
CTPaHUL, NamaTu
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Ncnonb3oBaHmne 6onblLMX CTpaHuUL, NaMATH

m bonbline ctpanunubl (huge pages) pelatoT npobaemMy MeaeHHOro BbiaeneHua namatm Ha MIC

m [o ymonuaHuio B Linux MCNonb3yoTcs CTpaHuLbl NamMaTk pasmMepoM 4 K6aiiT; 6onblias ctpaHuua umMeeT

pasmep 2 Mb6ait

MeTopn;:

m [lepeonpepenntb malloc/free Tak, 4tobbl OHM Mcnonb3oBanmM mmap ¢ dnarom MAP_HUGETLB

Pesynbrar:

m LLMKn C NpoCTbIM KOMMPOBAaHUEM MacCKBa Yepes memcpy yckopuncs B 2 pasa

Cratbs Ha canTe Intel
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https://software.intel.com/sites/default/files/Large_pages_mic_0.pdf

MNpunoxeHune N22

Adaptive Sparse Grids Solver for High-Dimensional Dynamic Models
(Johannes Brumm and Simon Scheidegger @ University of Zurich)

m PelwaeTcs 3agaya onNTMMM3aUmMm B MOLE/IM SKOHOMUYECKMX npoueccos
m [lo mMepe pelweHuna Tpe6yeTcn BbIYMC/IATb 3HAYEHUS LeNeBomn qJYHKLI,MVI B 3a4aHHbIX TOYKaX

m Boiuncnenue 3HaveHnin dyHkumm 3aHumaet 90% BpemeHn
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MNpunoxeHune N22: OnTuMmM3aumm

YnpolueHue BbIpaXXeHUI AN UCKNOYEHUS LeneHuin
UcknoueHne oybnunpyrowmin BbIMMCNEHWIA, T.4. He noBblwanuck byte Ha FLOPS, ucknouexue if-os
Pacnapannenuanue Ha Thrust ¢ nomouwbto transform_reduce

MckntoyeHune nsbbitouHbix cudaMalloc/cudaFree u3 Thrust-peanvsauuu

Runtime-onTMmMuM3aumsa: komnunaums a0ep nog, KOHKDETHbIﬁ pa3Mep BEKTOPa, T.Y. 3/IEMEHTbI BEKTOPa
nepenarTca Kak CKangapHbl€ apryMeHTbl

® Bbmrpbiw 15%, HO HYXKHO KOMMNMAMPOBATL S4PO BO BPEMS MCMOMHEHMS U Noarpyxatb 13 DLL
® Mcnonb3yeT AUCK = MOXeT ObiTb MeaneHHo Ha OC knacTepa, Hy>XHO nucaTb singleton ana MPl/threads

A MuoronoTtoyHocTtb Ha CPU ¢ nomowwbto Intel TBB + 1 notok Ha GPU, Harpy3ka nepepacnpenensercs
aBTOMaTM4eCcku 3a cHET work stealing
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MNpunoxeHune N22:

AVX + single-threaded CPU 1221.44
single-threaded GPU - 223.28
AVX + multi-threaded CPU 129.71
GPU + AVX + multi-threaded CPU | 99.8

runtime optimization + GPU + AVX + multi-threaded CPU 87.14

0 500 1000 1500 2000 2500 3000

Bpewms, cek

(MeHbLe - nyyuwe)
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contact@parallel-computing.pro

Pesome

BbIGMpaTb TMN YCKOPUTENS NyYLLEe BCEro AN U3BECTHOTO LIENIEBOTO NMPUIOXKEHMS, NOCIE NMPOBEAEHMS
aHanu3a 1 oNTMMM3aLLMIA HA TECTOBOW CUCTEME (KOTOPYH Mbl BaM MoxeM npefocTaBuThb!)
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aHanu3a 1 oNTMMM3aLLMIA HA TECTOBOW CUCTEME (KOTOPYH Mbl BaM MoxeM npefocTaBuThb!)

OpU1eHTUPYsICb Ha YCKOpUTENb, UMEET CMbIC/ pa3pabaTbiBaTb rMOpUAHOE pelleHne, Kak B [punoxeHuu
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Mpodwununposwmkm png GPU n GPU Hyxaatotca B fopaboTke

[lng nonyyeHus cnanfoB M NpMMEpPOB NPOrpaMM K AaHHOM npeseHTaumu, o 16 uwons otnpasste 10-15
cnanpos o Bawem npoekTe Ha noboM yckopuTene Ha agpec: contact@parallel-computing.pro.
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